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How can we support legacy software?
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Supporting legacy applications on new hardware

Source code available

AND no x86-specific code?

Only binaries

OR x86-specific code?

Manual porting is an option Binary translation is the way to go

Compiler Translator
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Translating from strong to weak memory models

*X = *Y = 0

*X = 1
*Y = 1

if (*Y == 1)
    assert(*X == 1)

(thread 1) (thread 2)

Guest (X86 TSO)
Assert will never fail

Host (ARMv8)
Assert can fail

Translators must preserve the guest semantics on the host architecture

Guest on Host
Assert should not fail
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Binary translators for weak memory architectures

Both use minimal and correct mappings between memory models

Lasagne [PLDI’22]

Static translator using LLVM

Risotto [ASPLOS’23]

Dynamic translator built on QEMU
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Binary translation tradeoffs

Dynamic translationStatic translation

TCG

x86_64 arm

How can we build a performant and complete binary translator?

   + Performant

   − Incomplete

   − High overhead

   + Complete

LLVM

x86_64 arm
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On-demand dynamic translation

Best-effort static translation

Correct memory mappings

Arancini: Key idea

Dynamic Translator

Runtime

arm/RISC-V

Hybridx86_64

Static Translator



Outline

● Motivation

● Design 

● Evaluation
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Less optimizations

Slow translation

Challenge #1: Combining static and dynamic translation

Basic blocks
of

simple instructions

Whole programs
of

complex functions

Can both abstractions work together?

Fast translation

Dynamic translationStatic translation

Optimizations



ArancinIR

ArancinIR: A multi-layer IR for hybrid translation

x86_64

ArancinIR enables static and dynamic translation to interoperate

Dynamic translation

Static translation
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ArancinIR: Building blocks

Guest ArancinIR Host

Node Instruction

Packet of nodesInstruction

Function Chunk of packets Function
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ArancinIR

How to correctly map from guest to host memory models?

Translation:

X86 TSO
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RISCV
Memory model: ???
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Mapping schemes

X86 TSO ArancinIR ARMv8 RISCV

WMOV Fww;st DMBST;STR Fww;ST

RMOV ld;Frm LDR;DMBLD LD;Frm

RMW RMW RMWAL RMWSC

Define correct and minimal mappings from guest to host models, through ArancinIR 

→

→

→

→

→

→

|

|

|
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Mappings

ArancinIR

Putting everything together

2. Correct mappings from X86 TSO 
to ArancinIR, to ARMv8/RISCV

ARM/RISC-V

Dynamic Translator

Runtime

Hybridx86_64

Static Translator
1. ArancinIR for static and 

dynamic translation
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Experimental setup

Arm:

● ThunderX2-99xx, 56 cores
● 251 GiB memory

RISC-V:

● SOPHON SG2042, 64 cores
● 125 GiB memory

Baselines: Correct binary translators

● Static:  Lasagne (improved mcToll)
● Dynamic:  Risotto (improved QEMU)

Benchmarks: Multithreaded programs

● Phoenix
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1. Does Arancini correctly map strong to weak accesses?

2. Is Arancini more complete than state-of-the-art static translators?

3. How performant is Arancini compared to static and dynamic translators?
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Arancini is up to 5x faster than dynamic translators

● No bar: No translation
● 16 threads
● Runtime
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● ArancinIR – a unified multi-level IR for hybrid translation
● Mappings from strong to weak memory models, granting correctness
● Hybrid system for performance and completeness

Can binary translators achieve correctness, performance, and completeness?

Contact:
sebastian.reimers@tum.debinary-translation/

arancini-exploration

mailto:sebastian.reimers@tum.de
https://github.com/binary-translation/arancini-exploration
https://github.com/binary-translation/arancini-exploration

